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Abstract: This paper presents the Cell Transformer (CeT), which utilizes high-definition
(HD) map data to predict future traffic states at signalized intersections, thereby aiding
trajectory planning for autonomous vehicles. CeT employs discretized lane segments
to emulate the cell transmission model, creating a cell space to forecast vehicle counts
across all segments based on historical traffic data. CeT enhances prediction accuracy by
distinguishing between different vehicle types by incorporating vehicle-type attributes into
vehicle-state representations through multi-head attention. In this framework, cells are
modeled as nodes in a directed graph, with dynamic connections representing variations
in signal phases, thereby embedding spatial relationships and signal information within
dynamic graphs. Temporal embeddings derived from time attributes are integrated with
these graphs to generate comprehensive spatial–temporal representations. Utilizing an
encoder–decoder architecture, CeT captures dependencies and correlations from past cell
states to predict future traffic conditions. Validation using real traffic data from pNEUMA
demonstrates that CeT significantly outperforms baseline models in two-phase signalized
intersection scenarios, achieving reductions of 11.47% in Mean Absolute Error (MAE),
13.48% in Root Mean Square Error (RMSE), and an increase of 4.36% in Accuracy (ACC).
In four-phase signalized intersection scenarios, CeT shows even greater effectiveness, with
improvements of 13.36% in MAE, 12.93% in RMSE, and 4.78% in ACC. These results
underscore CeT’s superior predictive capabilities and highlight the contributions of its core
components.

Keywords: cell transmission model; data-driven; high-definition map; signalized intersec-
tion; traffic prediction; Transformer

1. Introduction
With the rapid advancement in communication, computer, and sensor technology,

the vehicle–road–cloud cooperation cyber-physical system (VRCCPS) has undergone sub-
stantial development, which contributes to the maturity of autonomous vehicles (AVs) [1].
Within VRCCPS, real-time traffic information is collected by both onboard and roadside
sensors and aggregated on the dynamic high-definition (HD) map platform for building the
digital twin of real traffic scenarios [2]. On this basis, VRCCPS conducts predictive motion
planning for AVs within the digital twin and employs the cloud control platform to guide
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real-world vehicles to improve traffic safety and efficiency. Thus, it is crucial for VRCCPS to
accurately predict future traffic states based on the traffic environment perception provided
by HD maps.

In contrast to conventional traffic detection systems, VRCCPS employs roadside per-
ception devices to capture real-time motion information of traffic participants at a high
frequency and aggregates these perceptions on the dynamic layer of HD maps. Therefore,
the HD maps in VRCCPS can provide both real-time vehicle state information and com-
prehensive semantic information about vehicles and roads. However, there is a lack of
research on leveraging HD maps for traffic state predictions, especially in complex urban
traffic scenarios. Thus, we propose a model that utilizes structured data from HD maps to
forecast future traffic states.

Currently, the mainstream frameworks for HD map creation include Lanelet2, Open-
DRIVE, and Apollo Maps [3]. These frameworks typically partition continuous road space
into a series of lane segments with accurate geometric shapes and abundant semantic
information, aiding in precise vehicle localization and motion planning. HD maps consist
of multiple layers that successively update the states of various traffic objects at different
frequencies [4]. Based on real-time traffic information from HD maps, the VRCCPS needs
to predict traffic state evolution to construct space–time corridors from unoccupied lane
segments in the future for motion planning tasks [5], as illustrated in Figure 1. Thus,
the prediction model proposed in this paper must forecast the future traffic states of the
whole lane segments during the prediction horizon based on discrete spatial–temporal
traffic information from HD maps.

Figure 1. A three-dimensional representation in which the horizontal axis denotes lanes, the vertical
axis indicates time, and the depth axis represents the road. The ego vehicle and background vehicles
are situated along lane segments. The orange space–time corridor delineates the unoccupied future
lane segments available for AV, while the gray curve illustrates the optimized planning trajectory
within this corridor. This visualization emphasizes the consideration of future traffic states, which is
essential for ensuring safe and efficient trajectory planning.

As a classical traffic model, the cell transmission model (CTM) can forecast future
traffic states in discrete space–time. In CTM, the road space is divided into a set of cells
with various traffic states, and the transmission rules of vehicles between adjacent cells are
determined by the fundamental diagram of traffic flow [6]. Based on transmission rules,
CTM can successively update the future states of the entire cells. However, the fundamental
diagram of traffic flow fails to sufficiently leverage the real-time vehicle state and semantic
information from HD maps, such as the azimuth and vehicle-type attribute, thereby limiting
further improvement in the prediction accuracy of CTM. Thus, the model proposed in this
paper employs the discrete spatial–temporal structure of CTM and innovates the method
for updating the traffic state of lane segments.

By combining conventional CTM and Transformer networks, we propose a novel
prediction model known as Cell Transformer (CeT). CeT can utilize the structured data
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from HD maps to forecast future traffic states. It first vectorizes the vehicle-type attributes
to word encodings and applies the multi-head attention to embed them into vehicle-
state vectors to generate vehicle-state embeddings (VSEs). Then, VSEs are padded and
converted into lane segment states, which act as the initial encoding for the encoder–decoder
structure. Meanwhile, CeT fuses the temporal attributes and dynamic topology graph to
the spatial–temporal embeddings (STEs), which guide the extraction of spatial–temporal
dependencies and correlations and the generation of future traffic states [7].

We utilize the trajectory data from pNEUMA and the map from OpenStreetMap (OSM)
to establish two traffic scenarios, containing two-phase signalized intersections and four-
phase signalized intersections [8]. Then, a map converter is employed to convert the OSM
maps to Lanelet2 maps with appropriately sized lane segments [9]. These lane segments
can be considered cell space providing discretized spatial–temporal data for CeT. After
training, CeT is compared with baseline models for predictive performance and subjected
to ablation studies to investigate the contributions of its key components. Furthermore,
the influences of hyperparameters and model sensitivity are also analyzed to verify the
robustness of CeT. The contributions of CeT are summarized as follows:

• This study presents a novel prediction framework that integrates the Cell Transmission
Model with Transformer-based methodologies. By leveraging structured HD map data,
the framework forecasts traffic states within discrete spatial–temporal systems, providing
a robust solution for modeling dynamic traffic flows at signalized intersections.

• The proposed method encodes vehicle-type attributes into vehicle-state embeddings,
allowing the model to distinguish between different vehicle types and enhance pre-
diction accuracy. By representing signal phase variations as dynamic connections
in a directed graph and synthesizing spatial–temporal embeddings, CeT effectively
captures the intricate interactions between spatial and temporal traffic dynamics.

• The prediction performance of CeT is rigorously validated using real-world traffic
data from the pNEUMA dataset. Experimental results demonstrate its superior pre-
dictive accuracy and robustness across various scenarios, highlighting the significant
contributions of its key components to traffic state forecasting.

The remainder of this paper is structured as follows. Section 2 reviews the relative
research. Section 3 introduces the conventional CTM and the architecture of CeT. Section 4
describes the experiments and predictive performance evaluation methods. Section 5
presents the experimental results and corresponding analysis. Finally, Section 6 summarizes
this paper and looks forward to further research.

2. Literature Review
A review of the existing research on CTM is presented in this section. It initially intro-

duces the advent of the classical CTM and provides an overview of derived model-driven
CTM for predicting traffic at signalized intersections. Moreover, some data-driven methods
that utilize historical traffic data for traffic prediction are also presented in this section.

2.1. Model-Driven Methods

The classical CTM is derived from the Lighthill–Whitham–Richards (LWR) model,
which pioneers the application of the continuity equation from fluid mechanics to model
traffic flow [10,11]. Through the iterative solution to the LWR model, the trends in traffic
volume, speed, and density changes can be acquired and used for predicting the future
traffic state. To simplify the equation for the solution, the classical CTM discretizes the
LWR model in both time and space [6]. In this way, the continuous motion of vehicles is
transformed into successive transmissions between adjacent cells, reducing the calculating
pressure of model solving. Because of its simplicity and efficiency, the application of
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the classical CTM under various traffic scenarios is widely studied, leading to a series of
extended CTMs [12].

By describing the traffic flow at signalized intersections, some traffic flow model-based
CTMs improve their predictive capabilities. For example, Srivastava et al. [13] modify the
right half of the demand function as a linear decreasing function to reflect various headways
in different signal phases. Shirke et al. [14] add compensatory terms to the function for
startup loss time and dissipation waves to describe the capacity drop of cells at signalized
intersections. Liu and Chang [15] define the blocking matrix to reflect spatial queuing
interactions between cells, allowing for an accurate description of the physical queue
evolution at signalized intersections. These CTMs depict the operational characteristics
of traffic flow at signalized intersections, which enhance their predictive performances.
However, the traffic flow models on which model-driven CTM relies are often too idealistic
to be met in real traffic, such as uniform traffic flow or equal headways [12].

Further, some model-driven CTMs discuss the impact of cell size on predictive per-
formances. For instance, Hu et al. [16] model complex urban roads through cells with
variable lengths and densities. These variable cells are connected by different types of cell
connections, including simple connection, merge connection, and diverge connection. Wit
and Ferrara [17] utilize variable-length cells to model signalized intersections and reflected
traffic states through the density of downstream congested cells, the density of upstream
free cells, and the position of the congestion waves. These model-driven CTMs indicate that
variable-sized cells are advantageous in discretizing road space at signalized intersections.

2.2. Data-Driven Methods

In contrast to model-driven CTMs, some approaches sight to directly derive traffic
rules from real traffic data to predict traffic evolution without relying on explicit modeling.
In the early research, Hamed et al. [18] present the auto-regressive integrated moving
average (ARIMA) model by employing the Box-Jenkins approach. The ARIMA constructs
the traffic flow as an auto-regressive model for predicting future traffic evolution. On this
basis, Williams and Hoel [19] develop a seasonal ARIMA to reflect the seasonal patterns of
traffic variation. While these regression models can capture the periodicity and trends in
time series traffic data, their sensitivity to outliers and noise in actual data may lead to the
instability of traffic predictions.

Apart from regression, some classic statistic methods are also used to capture evolution
patterns from traffic data. For instance, Zhang and Poschinger [20] employ the CTM to
model urban roadways and extend the Kalman filter to estimate the traffic state and turning
ratios within the cells. Kawasaki et al. [21] adopt Bayesian filtering to fuse CTM and probe
vehicle data to establish the state-space model that could estimate traffic states. Similarly,
Wang et al. [22] develop a framework that combines the traffic model and Bayesian network
to estimate the overall traffic parameters based on partially observed vehicle trajectories
and fundamental diagram parameters. These methods effectively manage the outliers and
noise in traffic data and reduce the uncertainty of observation errors and model parameters.
However, these methods rely on idealized assumptions and possess high computational
complexity, which exhibits unsatisfying predictive performances in large-scale complex
traffic scenes.

As computer science advances, certain machine learning and deep learning algorithms
are also utilized for predicting traffic state evolution. For instance, Zhang and Liu [23]
employ support vector regression (SVR) to search for the optimal separating hyperplane
in the feature space and regress a linear model for traffic prediction by minimizing the
loss function. Further, Qi and Ishak [24] apply the Hidden Markov Model to simulate the
traffic evolution patterns between adjacent cells in a 2-dimensional state space consisting
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of mean and contrast of speed observations. Because of their flexible and adaptive archi-
tectures, these machine learning-based models improve their ability to model complex
scenarios. Moreover, these approaches no longer solely rely on manual feature selection
and construction but automatically extract valuable features from historical traffic data
for predictions.

Compared to machine learning algorithms, deep learning algorithms utilize the per-
ceptron that possesses stronger nonlinear fitting capabilities, improving performances in
traffic predictions. Ye et al. [25] provide a three-layer feedforward neural network (FNN)
for traffic speed prediction based on input speed and acceleration. Polson and Sokolov [26]
optimize an architecture that combines a linear model and multiple tanh layers for pre-
dicting traffic state evolution. Azzouni and Pujolle [27] apply Long Short-Term Memory
(LSTM) architectures to accomplish short-term traffic flow prediction and establish the
traffic matrices to describe the corresponding traffic states. The models based on deep
learning algorithms are adept at extracting implicit high-dimensional features from traf-
fic data and learning their temporal–spatial dependencies and correlations for accurate
traffic predictions. However, these methods that solely rely on data training often lack
interpretability and are prone to weak generalization ability due to overfitting.

In recent research, numerous data-driven approaches combine multiple fundamental
models. For example, Pan et al. [28,29] proposed a hybrid interpretable model that com-
bines the fundamental diagram, Markov, and LSTM for short-term traffic flow prediction.
Guo et al. [30] combine the 3-dimensional convolutional neuron network and recurrent
neuron networks (RNN) to capture the spatial dependencies and temporal evolutions for
network-wide urban traffic prediction. Xu et al. [31] develop an adaptive graph convolu-
tional recurrent network (AGCRN) that combines RNN and conventional graph neural
network (GCN). The predictive model also incorporates adaptive parameters to GCN to
capture the spatial correlations from dynamic graphs synthesized by the road segment
connectivity and traffic states at each time step. Wu et al. [32] propose a GCN architecture to
predict traffic evolution named Graph WaveNet (GWN). They apply stacked 1-dimensional
dilated convolutions and adaptive dependency matrices to enhance the predictive ability
to extract the temporal and spatial dependencies and correlations. In general, these hybrid
models are becoming mainstream in the field of traffic state predictions due to their balance
between accuracy and interoperability. However, there is still a lack of discussions on the
architectural optimization of traditional models using advanced data-driven methods.

In this paper, we propose CeT, a traffic prediction model that sufficiently integrates
CTM and Transformer. CeT considers the lane segments in HD maps as not only the
cell space in CTM but also the nodes in a directed graph network, which can simply
capture the periodic changes in the phase of intersection signals [33,34]. Moreover, CeT
also utilizes attention mechanisms to embed vehicle-type attributes into vehicle-state
information to capture the differences between various types of vehicles, thereby enhancing
prediction accuracy.

3. Method
This section presents a comprehensive introduction to CeT. Firstly, it outlines the

structure of the conventional CTM and indicates its deficiencies. Subsequently, the section
provides the appropriate problem formulation. Moreover, the section also introduces the
architecture of CeT and its primate components in detail.

3.1. Cell Transmission Model

The conventional CTM discretizes continuous time into uniform time steps. It also
partitions road space into a series of lane segments known as cells, as depicted in Figure 2.
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The length of cells is typically longer than the distance a standard vehicle can travel within
a time step to prevent vehicles from skipping over adjacent cells. Based on traffic flow
theory, CTM can update cells to reflect the evolution of traffic states:

Nt+1
ζ = Nt

ζ + qt
ζ − qt

ζ+1, (1)

where Nt
ζ and qt

ζ represent the inflow of cell ζ at time step t. The calculation of qt
ζ is

expressed as follows:

qt
ζ = min

{
Nt

ζ−1, qmax, α
(

Njam − Nt
ζ

)}
, (2)

where qmax denotes the maximum inflow to cell ζ at time step t, Njam denotes the jam capac-
ity of the cell ζ, and w and v f represent backward shockwave speed and free flow speed.

α =

1, if Nt
ζ−1 ≤ Qmax,

w
ν f

, if Nt
ζ−1 > Qmax.

(3)

HD maps also possess discrete spatial–temporal structures [4]. However, traditional
CTM cannot adequately utilize traffic information from HP maps, such as azimuths and
vehicle-type attributes. Meanwhile, traditional CTMs face challenges in capturing stable
traffic information because signal phases intermittently disrupt the continuous traffic flow.
Thus, we developed CeT, which inherits the discrete spatial–temporal framework of CTM
but no longer models continuous traffic flow. Instead, it focuses on vehicle transmission pat-
terns between cells and simplifies the prediction of traffic evolution to successive updates
of cells within the prediction horizon. To this end, CeT fuses the inherent characteristics of
lane segments, the motion characteristics of vehicles at each historical time step, and the
vehicle-type attributes into the feature sequence that encodes the cell states over the his-
torical horizon. Meanwhile, it represents the signal changes at intersections as dynamic
connections between nodes corresponding to specific cells in a dynamic road graph, which
are also embedded into the historical encoding sequence. Subsequently, CeT utilizes the
Transformer architecture to extract the spatial–temporal correlations and dependencies
from the historical encoding sequence to predict future cell states. In this way, CeT com-
bines CTM and Transformer architecture while utilizing the structured traffic data from
HD maps to forecast future traffic states in a discrete spatial–temporal system.

Figure 2. The illustration of the cell space in conventional CTM at a signalized intersection.

3.2. Problem Formulation

HD maps can provide a topology matrix to depict the adjacency of lane segments and
real-time phases at signalized intersections. Therefore, the real-time connectivity among
lane segments can be defined as a dynamic directed graph Gt = (V, Et, TMt), where V is
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the set of lane segments, Et is the set of directed edges for vehicle transmission between
adjacent lane segments at time step t, and TMt is the corresponding adjacency matrix of Et:

TMt(ζ, ξ) =

1, if (ζ, ξ) ∈ Et,

0, otherwise,
for i, j = 1, 2 . . . Nls (4)

where vζ denotes the lane segment ζ, and Nls denotes the lane segment count. For lane
segment ζ, HD maps also provide its direction vector ϕζ , which represents the direction
of the centerline of lane segment ζ. The instantaneous state of a vehicle is simplified as
xt

ζ,i = [νt
ζ,i, ϕt

ζ,i], where νt
ζ,i and ϕt

ζ,i represent the spot speed and azimuth of vehicle i in
lane segment ζ at the time step t. Based on this, a lane segment state at time step t is

defined as a feature vector set Xt
ζ = {xt

ζ,1, xt
ζ,2, . . . , xt

ζ,Nt
ζ
} ∈ RNt

ζ×2, where Nt
ζ denotes

the internal vehicle count of lane segment ζ at time step t. Meanwhile, HD maps also
supply vehicle-type attributes St

ζ = {sζ,1, sζ,2, . . . , sζ,Nt
ζ
}, where sζ,i is a one-hot encoding

corresponding to xt
ζ,i. In this way, the state of road space at time step t is represented as

Xt = {Xt
1, Xt

2, . . . , Xt
Nls

} and St = {St
1, St

2, . . . , St
Nls

}. Moreover, HD maps provide the time
attributes Tt, which is a one-hot encoding to reflect the position of time step t in a week.

The future state of road space is defined as a set of the number of vehicles in each lane
segment, expressed as Yt = {Nt

1, Nt
2, . . . , Nt

Nls
}. To this end, we take X = {X1, X2, . . . , XTH}

and S = {S1, S2, . . . , STH} as inputs, where TH denotes the historical time steps. The
predictive goal is Y = {YTH+1, YTH+2, . . . , YTH+TP}, where TP denotes the predictive
time steps. The temporal attributes T = {T1, T2, . . . , TTH+TP} and spatial attributes
TM = {TM1, TM2, . . . , TMTH+TP} are also input into CeT to guide spatial–temporal feature
extraction and prediction result generation.

3.3. Model Architecture
3.3.1. Model Overview

The architecture of CeT is demonstrated in Figure 3a. Once inputs enter CeT, it
first uses the angle between direction vector ϕζ and azimuth ϕt

ζ,i to decompose the spot

speed νt
ζ,i and then converts it into the vehicle motion vector xt

ζ,i
′ ∈ Rdmodel , where dmodel

represents the feature dimension. Meanwhile, CeT converts vehicle-type attribute sζ,i

into vehicle-type embedding sζ,i
′ ∈ Rdmodel and fuses xt

ζ,i
′ and sζ,i

′ to ϵt
ζ,i ∈ Rdmodel . In

this way, CeT reshapes and projects ϵt
ζ = {ϵt

ζ,1, ϵt
ζ,2, . . . , ϵt

ζ,Nt
ζ
} to ϵt

ζ
′ ∈ Rdmodel , and the

lane segment state at time step t can be expressed as Xt ′ = {ϵt
1
′, ϵt

2
′, . . . , ϵt

Nls

′}. Then,
CeT converts the t-th temporal attribute Tt and spatial attribute TMt into the temporal
embedding TEt ′ ∈ RNls×dmodel and spatial embedding SEt ′ ∈ RNls×dmodel , which guide the
temporal self-attention (TSA) and spatial self-attention (SSA) computation on Xt ′. In this
way, CeT can capture the encoding sequence Xen ∈ RTH×Nls×dmodel , which is input into the
decoder. In the decoder, CeT takes Y′ = {YTH} ∈ RNls as initial input and utilize TSA and
SSA to convert Y′ into the decoding sequence Yde ∈ RNls×dmodel . Subsequently, CeT utilizes
the temporal encoder–decoder attention (TEDA) and FNN to translate Xen and Yde into
the traffic YTH+1′ prediction at time step TH + 1. Afterward, CeT updates the input of the
decoder to Y′ = {YTH , YTH+1′} ∈ R2×Nls and conducts the next round of decoding. After
TP iterations of decoding, the final prediction of Y is generated as Y′ ∈ RTP×Nls .
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(a) The overall architecture of CeT.

(b) Vehicle-state embeddings.

(c) Spatial–temporal embeddings.

Figure 3. The architecture of CeT and its key components.

3.3.2. Vehicle-State Embeddings

CeT employs FNN and Multi-Head Attention (MHA) to fuse vehicle motion features,
lane segment characteristics, and vehicle-type attributes to generate vehicle-state embed-
dings. Specifically, it decomposes vehicle speed into radial and lateral components based on
the angle between the vehicle azimuths and the direction of lane segments, enabling more
precise learning of the microscopic behavioral patterns of the vehicle. Subsequently, CeT
applies FNN to transform the vehicle’s radial and lateral motion components into vehicle
motion vectors and uses MHA to fuse them with vehicle-type attributes into vehicle-state
embeddings. These embeddings, which combine the vehicle’s motion and type characteris-
tics, enable CeT to better learn the evolution patterns of traffic states from traffic data.

Figure 3b demonstrates the fusion of the vehicle-state vector xt
ζ,i and vehicle-type

attribute sζ,i. When xt
ζ,i enters CeT, it is decomposed and converted into the vehicle motion

vector xt
ζ,i

′ as follows:

xt
ζ,i

′
= LayerNorm

(
ReLU

(
Wνe

2 · ReLU
(

Wνe
1 ·
[
νt

ζ,isin(ϕζ − ϕt
ζ,i), νt

ζ,icos(ϕζ − ϕt
ζ,i)
]
+ bνe

1

)
+ bνe

2

))
, (5)

where ReLU represents the activation function and LayerNorm represents regularization.
Meanwhile, sζ,i is linearly transformed into sζ,i

′. Subsequently, sζ,i
′ is transformed into the

query qvse ∈ RNh×dK , and xt
ζ,i

′ is projected to the key kvse ∈ RNh×dK and value vvse ∈ RNh×dK ,
where Nh and dK denote the number of heads and the head dimension. Finally, an MHA
computation is performed on qvse, kvse, and vvse:
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MultiHead(qvse, kvse, vvse) = Concat
(
head1, head2, . . . , headNh

)
W0, (6)

headi = Softmax

(
qvsekvse

⊤
√

dK

)
vvse, (7)

where Softmax represents the activation function. CeT applies Softmax as the activation
function for calculating attention weights because it can transform input values into a
probability distribution, ensuring that the sum of all output values equals 1. Thus, Softmax
can reflect the relative importance among different input elements, thereby effectively
allocating weights in attention mechanisms. In contrast, while sigmoid and tanh can also
map inputs to a range between 0 and 1, they lack normalization properties and cannot
directly generate probability distributions. Therefore, Softmax is particularly suitable for
multi-classification tasks and attention mechanisms, as it can better handle weight allocation
among multiple elements.

3.3.3. Spatial–Temporal Embeddings

CeT employs a graph embedding technique called Eigenmaps and linear transforma-
tions to extract spatial and temporal embeddings from dynamic directed graphs and tempo-
ral labels provided by HD maps, respectively. Specifically, it performs eigen-decomposition
on dynamic directed graphs representing the connectivity between lane segments at each
time step to derive spatial feature embeddings. Simultaneously, it applies linear transfor-
mations to temporal labels to create temporal embeddings. These embeddings capture
spatial and temporal features from historical traffic data, enabling CeT to learn variations
in traffic evolution patterns across different periods, spatial connectivity between lane
segments, and the impact of intersection signal phases on vehicle movement across specific
lane segments.

Figure 3c demonstrates the extraction and generation of spatial embeddings SEt

and temporals embeddings TEt from spatial attributes TMt and temporal attributes Tt.
Specifically, CeT applies a graph embedding technique called Eigenmaps, which constructs
the normalized Laplacian matrix Lt ∈ RNls×Nls and conducts eigen-decomposition on L
to generate eigenvalue matrix TMt ′ ∈ RNls×Nk , where Nk represents the number of top
neighbor nodes with the strongest spatial correlation to the node in dynamic directed
graphs consisting of lane segments. In this way, CeT defines local neighborhoods for all
lane segments treated as nodes in the dynamic directed graphs, thereby enhancing the
accuracy of traffic evolution predictions. On this basis, TMt ′ is linearly transformed into
SEt ∈ RNls×dmodel . Meanwhile, Tt is transformed into Tt ′ ∈ RNls×dmodel and concatenated
with positional encoding PE, which can be calculated as follows:

PEpos(i) =


sin( pos

10000 i
dmodel

), if i is even,

cos( pos
10000 i−1

dmodel

), if i is odd,
(8)

where pos ∈ [0, Nls] and i ∈ [0, dmodel ] denote the position and dimension in Tt. The con-
catenated vector Tt is then linearly transformed into TEt ∈ RNls×dmodel .s.

3.3.4. Encoder

The encoder comprises Nen encoder layers, each containing TSA, SSA, and FFN. TSA
and SSA extract temporal and spatial dependencies and correlations while FNN conducts
further spatial–temporal feature learning.

The TSA performs linear transformation on X′ to generate the query QTSA ∈
RTH×Nls×dmodel , key KTSA ∈ RTH×Nls×dmodel , and VTSA ∈ RTH×Nls×dmodel . Then, a one-hidden-



Appl. Sci. 2025, 15, 2377 10 of 23

layer MLP projects TE = {TE1, TE2, . . . , TETH} ∈ RTH×Nls×dmodel to three weighted matrices
WTSA

Q ∈ RTH×Nls×dmodel , WTSA
K ∈ RTH×Nls×dmodel , and WTSA

V ∈ RTH×Nls×dmodel , which respec-
tively guide the MHA computation on QTSA, KTSA and VTSA:

MultiHead(QTSA, KTSA, VTSA) = Concat
(
head1, head2, . . . , headNh

)
W0, (9)

headi = Softmax

(
QTSAWTSA

Q (KTSAWTSA
K )⊤

√
dK

)
VTSAWTSA

V . (10)

Similarly, the SSA transforms the output of TSA into QSSA ∈ RTH×Nls×dmodel , KSSA ∈
RTH×Nls×dmodel , and VSSA ∈ RTH×Nls×dmodel and transforms STE = {SE1, SE2, . . . , SETH} ∈
RTH×Nls×dmodel into WSSA

Q ∈ RTH×Nls×dmodel , WSSA
K ∈ RTH×Nls×dmodel , and WSSA

V ∈ RTH×Nls×dmodel

to perform MHA computation. After TSA and SSA computation, the encoder applies an
FNN to convert the output sequence into the encoding sequence Xen.

3.3.5. Decoder

The decoder stacks Nde decoder layers, each containing TSA, SSA, TEDA, and FFN.
In the decoder layer, TSA and SSA extract spatial–temporal dependencies and correlations
from Y′ to generate Yde. Subsequently, TEDA converts Yde into the query vector Qde,
and it converts the encoder output Xen into the key vector Ken and value vector Ven. Next,
TEDA utilizes multi-head cross-attention to capture the spatial–temporal correlations and
dependencies from Qde, Ken, and Ven:

MultiHead(Qde, Ken, Ven) = Concat
(
head1, head2, . . . , headNh

)
W0, (11)

headi = Softmax

(
QdeK⊤

en√
dK

)
Ven. (12)

In this way, TEDA generates the decoding sequence and utilizes an FNN to con-
vert it into the traffic prediction at the next time step within the predictive horizon.
After TP round of decoding, CeT can acquire the final traffic prediction sequence
Y′ = {YTH+1′, YTH+2′, . . . , YTH+TPs

′}.

4. Experiment
This section provides a detailed introduction to the experiment in this paper. Firstly,

it introduces experimental datasets and scenarios. Then, the experiment setups are also
presented in this section, including model parameters and implementation details of the
experiment platform. Moreover, this section explains the baseline models and evalua-
tion metrics.

4.1. Datasets And Scenarios

The experimental data is obtained from a comprehensive open-source dataset named
pNEUMA, which contains approximately 500,000 real trajectories collected from the central
business district of Athens, as displayed in Figure 4 [8]. These trajectories were derived from
nearly 10 h of aerial video captured at 25 Hz by two five-drone swarms (H1 and H2) during
the morning peak hours of weekdays and calibrated in the World Geodetic System 1984
(WGS84). The pNEUMA can provide vehicle-state information at any given timestamp and
corresponding vehicle-type information for each trajectory. The dataset can be downloaded
from https://open-traffic.epfl.ch (accessed on 23 November 2019).

https://open-traffic.epfl.ch
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Figure 4. The data collection area in pNEUMA and the zone for each drone in the swarms.

The official website of pNEMUA does not directly offer high-precision maps, so we
download the OpenStreetMap (OSM) based on its WGS84 boundary coordinates, as shown
in Figure 5a. Then, the scenario designer in the composable benchmarks for motion
planning on roads (CommonRoad) is employed to convert the OSM into a CommonRoad
map [9]. As demonstrated in Figure 5b, the zones of drones 1, 2, 3, and 4 are selected to
establish our research scenarios because these zones are densely populated with signalized
intersections. Next, the trajectories of pNEUMA are smoothed by the Unscented Kalman
Filter and matched with the CommonRoad map to reconstruct the actual traffic scenario,
while simultaneously computing the azimuths [35]. As shown in Figure 5c, two two-phase
signalized intersections and two four-phase signalized intersections are selected as the
experimental scenarios, respectively named Scenario 1 and Scenario 2.

Utilizing the built-in map converter, the CommonRoad map is converted into the
Lanelet2 format. The Lanelet2 map discretizes the road space into a series of lane segments,
as depicted in Figure 5d. The lane segment size is set to 15 ± 2.5 m in length and the same
width as the corresponding lane, providing sufficient space for a bus or heavy vehicle. It
is worth noting that the connectivity matrix of lane segments is determined by both their
topological relationships and signal phases at signalized intersections at each time step.

4.2. Experiment Setups

According to pNEUMA, we construct training, validation, and test sets of equal size for
both Scenario 1 and Scenario 2, comprising 37,423, 5346, and 10,693 samples, respectively.
For each sample, the temporal interval between two successive traffic states is set to 1 s
based on the update frequency of HD maps [4]. In the experiment, the number of previous
states TP and future states TH are both set to 20. In CeT, the numbers of encoder layers
Nen and decoder layers Nde are both set to 6, and the feature dimension dmodel and jam
capacity Njam are set to 16. The number of heads Nh in MHA is set to 4 and the head
dimension dK is equal to dmodel/Nh. Moreover, the number of nodes Nk used to define the
local neighborhood is set to 8.
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(a) (b)

(c) (d)

Figure 5. The establishment of the experimental scenarios. (a) The OSM map for the data collection
area in pNEUMA. (b) The densely distributed zones of signalized intersections in CommonRoad.
(c) The illustration of the two adjacent signalized intersections in Scenario 1. (d) The illustration of
the constructed Scenario 1. The color ring denotes the azimuths of vehicles.

CeT is deployed on a blade server equipped with an Intel Xeon Gold 5218 CPU, dual
NVIDIA Tesla V100S GPUs, and Ubuntu 22.04.2 LTS runtime environment. It is imple-
mented using the PyTorch 1.5 framework in the Python 3.8 programming environment.
This work uses the mean absolute error (MAE) as the loss function to train CeT and applies
the Adam optimizer to train the parameters in CeT with a learning rate set to 10−3, batch set
to 32, beta1 set to 0.9, beta2 set to 0.99, and epsilon set to 10−8 [36]. After 3.2 × 104 rounds
of iterative optimization, the training was completed.

4.3. Baseline Models

To assess the predictive performance of CeT, we select seven classic prediction methods
to establish baseline models. These models are trained on the same dataset as CeT and
compared against it during testing, providing an intuitive assessment of CeT’s predictive
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capabilities. To ensure a comprehensive evaluation, the selected methods span statistical,
machine learning, and deep learning methods.

• Historical Average (HA): As a fundamental statistical method, HA computes the
average traffic states over the previous four signal phases to generate predictions.
This method serves as a baseline to evaluate the performance of more sophisticated
methods, providing insights into the benefits of leveraging historical patterns.

• Autoregressive Integrated and Moving Average (ARIMA) [18]: ARIMA is a widely
adopted statistical model for time series forecasting. It captures linear dependen-
cies in historical traffic data through its auto-regressive, differencing, and moving
average components. Its inclusion ensures a comparison with traditional time series
analysis techniques.

• Support Vector Regression (SVR) [37]: SVR is a robust machine learning method that
constructs a hyperplane in kernel space to model nonlinear relationships in traffic
data. It represents a classical approach to regression tasks and provides a baseline for
evaluating the effectiveness of more advanced predictive techniques.

• Random Forest (RF) [38]: Implemented using Scikit-learn, RF is an ensemble learning
method that combines 10 decision trees to improve predictive accuracy while control-
ling overfitting. This method is included as a representative of ensemble methods,
which are widely recognized for their performance in traffic prediction tasks.

• Feedforward Neural Network (FNN) [25]: FNN is a deep learning model structured
as an MLP with one hidden layer consisting of 256 neurons. It processes historical
cell space states to predict future traffic states, serving as a baseline for evaluating the
performance of more complex neural network architectures.

• Adaptive Graph Convolutional Recurrent Network (AGCRN) [31]: AGCRN enhances
GCNs with node adaptive parameters to learn spatial dependencies and employs
RNNs to capture temporal correlations. This method is included to represent advanced
spatial–temporal modeling techniques.

• Graph WaveNet (GWN) [32]: GWN is an advanced deep learning method that com-
bines 1-dimensional dilated convolutions to capture long-term temporal correlations
and constructs an adaptive dependency matrix through learnable node embeddings to
model spatial dependencies. It serves as a cutting-edge baseline for evaluating CeT’s
performance against highly optimized architectures.

By including methods from diverse methodological groups, we ensure a thorough and
balanced evaluation of CeT’s predictive performance. Each model is chosen to represent
a distinct class of approaches, enabling a comprehensive comparison across statistical,
machine learning, and deep learning paradigms.

4.4. Evaluation Metrics

This study applies MAE, root mean square error (RMSE), and accuracy (ACC) as
evaluation metrics. The calculation formulas for MAE and RMSE are as follows:

MAE(Y, Y′) =
1

Ns

TH+TP

∑
t=TH

|Yt − Yt ′| (13)

RMSE(Y, Y′) =

√√√√ 1
Ns

TH+TP

∑
t=TH

(
Yt − Yt ′

)2
(14)

where Ns represents the length of the estimated sequence. Further, the state of the lane
segment is classified into the free state with less than 0.5 vehicles and the occupied state with
more than 0.5 vehicles, and ACC is defined as the ratio of lane segments with accurately
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predicted states. Based on MAE, RMSE, and ACC, the predictive performance of CeT can
be evaluated and compared to baselines.

5. Results And Analysis
This section presents the experimental results and corresponding analysis. It first

compares the predictive performances of CeT with the baselines. Then, the section conducts
ablation studies to examine the impact of different components of CeT on predictive results.
Furthermore, the impacts of hyperparameters and model sensitivity are also discussed in
this section.

5.1. Predictive Results

Table 1 presents a comparison of predictions between CeT and baseline models for
two-phase signalized intersections (Scenario 1) and four-phase signalized intersections
(Scenario 2), as described in Section 4. The results demonstrate that the predictive perfor-
mance of CeT outperforms all baselines in both Scenario 1 and Scenario 2. CeT enhances the
best predictive performance in the baselines by 11.47%, 13.28%, and 4.36% in terms of MAE,
RMSE, and ACC in Scenario 1. Similarly, CeT respectively improves MAE, RMSE, and ACC
by 13.36%, 13.03%, and 4.78% in Scenario 2. Figure 6 compares the predictive performance
of the CeT model with baseline models (FNN, AGCRN, GWN) in two scenarios. Across
three metrics—MAE, RMSE, and ACC—over a predictive horizon of 0 to 20 s, the CeT
model consistently outperforms the baseline models, demonstrating lower prediction errors
(MAE and RMSE) and higher accuracy (ACC). Furthermore, the performance of the CeT
model degrades significantly less as the predictive horizon increases, showcasing greater
robustness and stability.

Table 1. The prediction comparison between CeT and baseline models. The best result is highlighted
in bold, and the second-best result is labeled with an asterisk.

Scenario Metric HA ARIMA RF SVR FNN AGCRN GWN CeT

Scenario 1
MAE 0.437 0.372 0.521 0.675 0.297 0.303 0.279 * 0.247
RMSE 1.093 0.792 1.136 1.334 0.685 0.704 0.653 * 0.565
ACC 61.13 67.54 74.51 73.07 77.21 78.49 81.27 * 84.81

Scenario 2
MAE 1.497 1.017 0.448 0.468 0.358 0.327 0.314 * 0.272
RMSE 2.186 1.429 0.864 0.933 0.671 0.632 0.588 * 0.512
ACC 58.38 61.86 68.23 68.33 76.98 78.72 80.51 * 84.36

As statistic methods, HA and ARIMA analyze historical traffic data at signalized inter-
sections to identify periodic evolution patterns for future traffic state prediction. However,
their neglect of previous traffic states hinders their ability to consider emergencies in fore-
casting. Further, these statistic models exhibit poor predictive performance at multi-signal
intersections. In contrast to HA and ARIMA, SVR and RF establish the traffic state space
and train the state evolution model based on historical data. By successively updating the
state of cells, these machine learning methods can forecast future traffic states. However,
these methods fail to sufficiently utilize the spatial relationship among cells, resulting in
inferior predictive performance in Scenario 2 compared to Scenario 1. Compared to statistic
and machine learning methods, deep learning-based approaches typically demonstrate
superior predictive performance because of their strong non-linear fitting capabilities and
flexible model structures. Through a fully connected network with one hidden layer, FNN
can learn intricate spatial–temporal dependencies and correlations for future state pre-
diction. In the experiment, FNN outcomes better predictive performance than the whole
statistic and machine learning methods in Scenario 1. Nonetheless, the insufficient perfor-
mance of FNN in Scenario 2 also indicates the need for deep learning-based approaches to
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improve predictive abilities in a broad spatial area. AGCRN effectively captures temporal
and spatial correlations by employing RNN and GCN with adaptive parameters. Therefore,
it exhibits excellent predictive performance, especially in Scenario 2. Similarly, GWN also
adopts GCN and incorporates an adaptive dependency matrix to capture hidden spatial
dependencies and correlations. Through stacked dilated causal convolution layers, GWN
overcomes the challenge of long sequence dependencies in AGCRN, enabling it to accu-
rately predict future traffic states in both Scenario 1 and Scenario 2. However, the GCNs
employed in AGCRN and GWN fail to capture dynamic spatial changes at signalized
intersections for their fixed architectures after training.

Figure 6. The comparison of predictive performance between CeT and baseline models in Scenario 1
and Scenario 2.

In comparison to the previously mentioned model, CeT primarily possesses three
primate advantages. Firstly, CeT transforms vehicle-type information into word encodings
and embeds them into vehicle-state information. Thus, CeT can comprehend the varying
impacts of different vehicle types on traffic evolution. Secondly, CeT utilizes the dynamic
topology graph to reflect different traffic patterns at intersections under various phases.
With sufficient training, CeT can recognize signal phase changes from the topology graph
and perform corresponding traffic prediction. Thirdly, CeT extracts spatial–temporal
dependencies and correlations from the temporal attributes and spatial topology graph to
guide the prediction. The experimental results in both Scenario 1 and Scenario 2 evidence
the superiority of CeT.

5.2. Ablation Studies

Three independent ablation studies were conducted to research the crucial components
of CeT. Apart from the studied components, the variants in these ablation studies share the
same experiment setups with the complete model. Their experimental result is compared
with that of the complete model to analyze the contributions of each component.

To investigate the contribution of vehicle-state embeddings, two variants are designed
based on the complete model:
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• noVSE variant—VSE is deleted from the complete model to research the impacts of
the embedding structure.

• noVSA variant—The vehicle-state attributes in VSE are removed to study the impacts
of the additional information.

Table 2 presents a detailed comparison of the performance of different model variants
in two scenarios, focusing on the impact of VSE and VSA. The table evaluates the models
using three metrics: MAE, RMSE, and ACC. In Scenario 1, the complete model with both
VSE and VSA outperforms the variants that lack these components. Specifically, the CeT
model achieves the lowest MAE of 0.247, the lowest RMSE of 0.565, and the highest accuracy
of 84.81%. This indicates that incorporating both VSE and VSA significantly enhances the
model’s performance in this scenario. Similarly, in Scenario 2, the complete model again
demonstrates superior performance with an MAE of 0.272, RMSE of 0.512, and accuracy
of 84.36%. These results suggest that the inclusion of both vehicle-state embeddings and
attention is beneficial across different scenarios, consistently leading to improved predictive
accuracy and reduced error compared to models that exclude either the noVSE variant or
noVSA variant. Figure 7 illustrates a detailed comparison of the MAE, RMSE, and ACC
metrics at each time step within the predictive horizon for the complete model and its
variants. The worst predictive performance of the noVSE variant can be attributed to the
lack of vehicle-type embeddings. This deficiency makes it difficult for the noVSE variant
to consider the differences among various types of vehicles in prediction. In comparison,
the noVSA variant applies the same multi-head attention as the complete model to extract
vehicle-state features, which significantly enhances predictive performance. Different from
these variants, the complete model embeds the vehicle-type attributes into vehicle-state
features and further improves the predictive performance, especially the initial states in the
predicted result.

Table 2. Ablation study for vehicle-state embeddings in Scenario 1 and Scenario 2. The best model is
shown in bold font.

Scenario Metric noVSE noVSA CeT

Scenario 1
MAE 0.272 0.263 0.247
RMSE 0.628 0.601 0.565
ACC 82.92 83.32 84.81

Scenario 2
MAE 0.283 0.279 0.272
RMSE 0.543 0.533 0.512
ACC 83.11 83.52 84.36

To research the impact of temporal and spatial feature extraction on prediction, two
variants are constructed based on the complete model:

• noTSA variant—TSA in both the encoder and decoder are removed from the complete
model to study their function.

• noSSA variant—SSA in both the encoder and decoder are removed from the complete
model to test their effectiveness.
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Figure 7. Ablation study for vehicle-state embeddings in Scenario 1 and Scenario 2.

Table 3 provides a detailed comparison of the performance of different model variants
in two scenarios, focusing on the impact of TSA and SSA. In Scenario 1, the complete model
with both TSA and SSA outperforms the variants lacking these components. Specifically,
CeT achieves the lowest MAE of 0.247, the lowest RMSE of 0.565, and the highest accu-
racy of 84.81%. This indicates that incorporating both types of self-attention significantly
enhances the model’s performance in this scenario. Similarly, in Scenario 2, the complete
model demonstrates superior performance with an MAE of 0.272, RMSE of 0.512, and accu-
racy of 84.36%. Figure 8 illustrates a detailed comparison of the MAE, RMSE, and ACC
metrics at each time step within the predictive horizon for the complete model and its
variants. The experimental results demonstrate that the predictive performance of the
noTSA variant is better than that of the noSSA variant but worse than that of the complete
model. The experimental results confirm the significance of both TSA and SSA and indicate
the greater contribution of SSA to enhancing predictive accuracy.

Table 3. Ablation study for temporal and spatial self-attention in Scenario 1 and Scenario 2. The best
model is shown in bold font.

Scenario Metric noTSA noSSA CeT

Scenario 1
MAE 0.256 0.271 0.247
RMSE 0.592 0.626 0.565
ACC 84.07 82.69 84.81

Scenario 2
MAE 0.276 0.284 0.272
RMSE 0.531 0.558 0.512
ACC 83.53 82.67 84.36

To investigate the guidance of temporal and spatial embeddings to prediction, three
variants of the complete model are conducted as follows:

• noSTE variant—SE and TE are deleted from the complete model to study their contri-
bution.

• noTE variant—TE are removed from the complete model to study their contribution.
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• noSE variant—The dynamic directed graph in SE is replaced by a static graph to study
their contribution.

Figure 8. Ablation study for spatial-temporal embeddings in Scenario 1 and Scenario 2.

Table 4 compares the prediction performance of different variants in two scenarios.
In Scenario 1, the complete model with both TE and SE outperforms the variants that lack
these components. Specifically, CeT achieves the lowest MAE of 0.247, the lowest RMSE
of 0.565, and the highest accuracy of 84.81%. This demonstrates that the integration of
both TE and SE significantly enhances the model’s performance in this scenario. Similarly,
in Scenario 2, the complete model shows superior performance with an MAE of 0.272, RMSE
of 0.512, and accuracy of 84.36%. These results indicate that the inclusion of both TE and SE
is beneficial across different scenarios, consistently leading to improved predictive accuracy
and reduced error compared to models that exclude either noSTE, noTE, or noSE. Figure 9
presents the step-by-step comparison between the complete model and variants. The
result of the noSTE variant exhibits the worst predictive performance, which confirms the
contribution of STEs. In contrast, the predictive performance of the noSE variant is slightly
better than that of the noSTE variant and remarkably worse than that of the complete
model. This phenomenon demonstrates the effective assistance of SEs in enabling CeT to
comprehend signal variation and guide predictions across different phases. Surprisingly,
the predictive performance of the noTE variant is significantly better than that of the noSE
variant but only slightly less than that of the complete model. One possible explanation
is that the data in pNEUMA is collected during the morning peak hours, which exhibit
similar temporal patterns.
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Table 4. Ablation study for temporal and spatial embeddings in Scenario 1 and Scenario 2. The best
model is shown in bold font.

Scenario Metrics noSTE noTE noSE CeT

Scenario 1
MAE 0.281 0.262 0.278 0.247
RMSE 0.663 0.597 0.647 0.565
ACC 81.13 83.24 81.64 84.81

Scenario 2
MAE 0.318 0.283 0.303 0.272
RMSE 0.598 0.534 0.569 0.512
ACC 80.49 82.82 81.56 84.36

Figure 9. Ablation study for spatial and temporal attention in Scenario 1 and Scenario 2.

5.3. Hyperparameters Analysis

Figure 10 presents the results of three independent experiments designed to assess
the impact of various hyperparameters on the model’s performance, specifically focus-
ing on the model dimension dmodel , the number of layers Ned in both the encoder and
decoder, and the number of heads Nh. The experimental setup remains consistent with
that described in Section 4.2, ensuring that any observed variations in performance can be
attributed to changes in these hyperparameters. The analysis of the results reveals that
the metrics MAE, RMSE, and ACC exhibit similar trends across different prediction hori-
zons. MAE values range from 0.25 to 0.31, gradually increasing as the prediction horizon
extends. RMSE values follow a similar pattern, ranging from 0.46 to 0.58. Conversely,
ACC values range from 81% to 85%, showing a slight decrease with longer prediction
horizons. These consistent trends across varying hyperparameter settings suggest that
the CeT model is relatively insensitive to changes in dmodel , Ned, and Nh. This insensitivity
is advantageous as it indicates that the model can maintain stable performance without
extensive hyperparameter tuning.
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Figure 10. Analysis of the impact of hyperparameters on predictive performance in Scenario 2.

5.4. Sensitivity Analysis

Two further investigations explore the impact of learning rate and batch size on the
convergence behavior during training. A range of learning rates and batch sizes are tested
to determine their effects on the convergence and predictive performance of the CeT model.
As shown in Figure 11, the results demonstrate that CeT achieves optimal predictive
performance when the learning rate is set to 0.001. This learning rate strikes a balance
between convergence speed and stability; a learning rate that is too high leads to divergence
or oscillations in the loss function, while a learning rate that is too low results in excessively
slow convergence, potentially causing the model to get stuck in suboptimal local minima.
Similarly, the experiments reveal that a batch size of 32 is most suitable for CeT when
paired with the optimal learning rate. A batch size that is too large leads to inefficient
memory usage and slower updates, as it requires more computational resources and time
per iteration. Conversely, a batch size that is too small introduces excessive noise in the
gradient estimates, leading to unstable convergence and potentially poorer generalization.
Therefore, selecting an appropriate batch size is crucial for achieving efficient and effective
training. These findings highlight the importance of carefully tuning the learning rate and
batch size to ensure robust model performance and efficient training dynamics.
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Figure 11. Analysis of learning rates and batch sizes on model convergence in Scenario 2.

6. Conclusions
This paper introduces CeT, a predictive framework designed to forecast future traffic

states at signalized intersections. The model employs a discrete spatial–temporal struc-
ture, reminiscent of the traditional cellular transmission model, which proves effective in
utilizing traffic data from high-definition maps. This includes vehicle-state information,
vehicle-type attributes, temporal attributes, and spatial attributes. CeT first transforms the
vehicle-type attributes into word encodings and embeds them into vehicle-state informa-
tion, enabling the model to learn the effects of different vehicle types on traffic predictions.
Subsequently, CeT converts vehicle-state embeddings into the state of the cell space, encom-
passing entire lane segments. Next, CeT utilizes the previous cell space states to construct
the input sequence and perform spatial–temporal embeddings to the sequence based on the
previous temporal attributes and spatial attributes. Under the guidance of spatial–temporal
embeddings, CeT learns the interdependencies and correlations within the input sequence,
employing multi-head attention to forecast the number of vehicles in each lane segment
across the forecasting horizon.

We utilize the traffic data in pNEUMA to conduct two different signalized intersection
scenarios to validate the effectiveness of CeT. Compared to the best predictive performance
in baselines, the result indicates that CeT respectively improves MAE, RMSE, and ACC
by 11.47%, 13.48%, and 4.36% in two-phase signalized intersections and 13.36%, 12.93%,
and 4.78% in four-phase signalized intersections. Meanwhile, three independent ablation
studies also confirm the advantages of CET over baseline models and the further contri-
butions of vehicle-state embeddings, spatial–temporal embeddings, and spatial–temporal
attention in enhancing predictive accuracy. Further, the studies on hyperparameters and
model sensitivity also demonstrate the robustness of CeT.

Future research primarily focuses on three main directions. Firstly, we aim to enhance
the model architecture to more effectively capture complex dependencies and correlations,
thereby improving predictive performance. Secondly, we plan to integrate CeT with the
motion planner of AVs. By leveraging the results of traffic state evolution prediction, we
will generate space–time corridors to facilitate reference trajectory planning for autonomous
vehicles. Furthermore, we will apply CeT in urban infrastructure monitoring for real-time
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condition evaluation or energy consumption prediction to optimize efficiency due to its
outstanding ability in discrete spatial–temporal data processing.
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